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The next part is a little more complex. We need to have the OS grab the new LUN without unmounting
GPFS, unloading the qlx2x00 module, or rebooting. You can of course just reboot to identify the LUN, but

that is not very HA.

From any direct attached node type:
cat /proc/scsi/scsi

Attached devices:

Host: scsil Channel: 00 Id: 00 Lun: 00
Vendor: IBM-PSG Model: DNES-309170Y
Type: Direct-Access

Host: scsil Channel: 00 Id: 01 Lun: 00
Vendor: IBM-PSG Model: DNES-309170Y
Type: Direct-Access

Host: scsil Channel: 00 Id: 08 Lun: 00
Vendor: IBM Model: YGLv3 S2
Type: Processor

Host: scsi2 Channel: 00 Id: 00 Lun: 00
Vendor: IBM Model: 3526
Type: Direct-Access

Host: scsi2 Channel: 00 Id: 01 Lun: 00
Vendor: IBM Model : 3526
Type: Direct-Access

Host: scsi2 Channel: 00 Id: 01 Lun: 01
Vendor: I1BM Model : 3526
Type: Direct-Access

The entries in bold are the existing /dev/sdd and /dev/sde. This is known because the order of the
devices in /proc/scsi/scsi usually match the order in /proc/partitions.

To add an entry for each storage node that is connect to the same fiber disk system use:
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where

a == hostadapter id (first one being 0)

b == SCSI channel on hostadapter (first one being 0)
c == ID

d == LUN (first one being 0)

I must emphasize the importance of running this command on each storage node that is connected to the
same fiber disk system even if you have no plans for NSDs on the newly added disk/LUN. On reboot the
manually added disks should match the dynamic names generated by reboot. This is very important. And
equally as important that you add sequentially.

For our example cluster I'll type:
psh -s storagel,storage2 'echo "scsi add-single-device 2 0 1 2" >/proc/scsi/scsi’

From the previously dumped /proc/scsi/scsi I can see that my host adapter ID was 2, SCSI channel 0,
SCSI'ID 1, and I used 2 for my LUN because that is was I assigned using the fiber disk manager.

Now apsh -s storagel, storage2 cat /proc/partitions | egrep 'sd[a-z] ' reveals the new
disk as sdf:

storagel: 8 0 8887080 sda
storagel: 8 16 8887080 sdb
storagel: 8 48 35384320 sdd
storagel: 8 64 35384320 sde
storagel: 8 64 17463296 sdf
storage?2: 8 0 8887080 sda
storage?2: 8 16 8887080 sdb
storage?2: 8 48 35384320 sdd
storage?2: 8 64 35384320 sde
storage?2: 8 64 17463296 sdf

The rest is straight forward GPFS commands.

First I must create an NSD for the new disk/LUN.

ssh storagel
echo "/dev/sdf:storagel-myri0O:storage2-myri0:dataAndMetadata:3" >/tmp/nsd
mmcrnsd -F /tmp/nsd -v no

The syntax of the NSD file is well documented in the GPFS documentation. gengpfs will create one as part
of the initial GPFS setup in /tmp/gpfs/nsds. Useful for being consistent. NOTE: that after running
mmcrnsd your /tmp/nsd file will be modified, this is required for the next step.

Check for the NSD:
mmlsnsd

File system NSD name Primary storage Backup node
gpfsl gpfslnsd storagel-myriO storage2-myri0
gpfsl gpfs2nsd storage2-myri0 storagel-myri0
(free disk) gpfs3nsd storagel-myri0 storage2-myri0

To expand an existing GPFS file system type:

mmaddddisk /dev/gpfsl -F /tmp/nsd
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Your done.

Before: A summary of each node type:

psh ia64nodel,nodel, storagel df /gpfsl | grep gpfsl:
ia64nodel: storagel:/gpfsl 70768640 44288
nodel: /dev/gpfsl 70768640 44288
storagel: /dev/gpfsl 70768640 44288
After: A summary of each node type:

psh ia64nodel,nodel, storagel df /gpfsl | grep gpfsl:
ia64nodel: storagel:/gpfsl 88231936 16482048
nodel: /dev/gpfsl 88231936 16482048
storagel: /dev/gpfsl 88231936 16482048

Notice that you did not need to remount GPFS or NFS to realize the
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additional storage. Also notice that the

new storage does not appear immediately available but appears used. GPFS has to reorganize the file system
and will do so automatically before the new space is available. While reorganization the file systems is

available for read and write.

Sometime later: A summary of each node type:

psh ia64nodel,nodel, storagel df /gpfsl | grep gpfsl:
ia64nodel: storagel:/gpfsl 88231936 47872
nodel: /dev/gpfsl 88231936 47872
storagel: /dev/gpfsl 88231936 47872
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